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Deep nets performances
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Source: Canziani et al.,An Analysis of Deep Neural Network Models
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Cumbersome models
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Model compression

Memory efficient nets

1x1 kernels Depthwise convolutions
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Model compression

Optimal Brain Damage
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Model compression

Quantization
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Faster operations
with lower bit-depth

Sigmoid Leaky RelLU 1 F
) — 1 max(0.1z, x) //
ox) = 14e—= )

tanh
tanh(

RelLU

Maxout
T) ' ' max{w| x4+ by, ws x + by)

ELU '
max(0, x) {:1(-" N ; E; | |

Activation quantization

e

Model size reduction

-:
- Pl -

Existing CPU platforms
support

Cognizant

Softvision



Model compression

Distillation
@

Teacher - Student paradigm
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Lower overfitting risk Dark knowledge from logits
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Knowledgecwdistillation

MaxPool FC Softmax

Phase 1: Train the teacher network
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Dark knowledge in the logits
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Dark knowledge in the logits

’ Fashion

“ MNIST
Classes Probabilities Classes Probabilities
T-shirt/top:  6.4542137e-19 T-shirt/top:  2.5891805e-24
Trouser: 3.5543816e-23 Trouser: 7.693357e-24
Pullover: 2.4033374e-14 Pullover: 6.368633e-24
Dress: 2.6762585e-22 Dress: 2.9001635e-23
Coat: @845@1 6 Coat: 5.3644257e-24
Sandal: 1.1693457e-22 Sandal: @43634e-1 7.9
Shirt: (3.2210553e-16 Shirt: 1.15855915e-23
Sneaker: 5.188562e-24 Sneaker: 2.0145198e@
Bag: 2.0342053e-18 Bag: 2.455423e-22

Ankle boot: 1.7537911e-22

Ankle boot: 1.4608187e@ (éognfif[ont_ |
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Softmax
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Knowledgecwdistillation
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MaXPOOI FC SOft max
with T

Phase 2: Enhance Softmax with temperature
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Dark knowledge in the logits

MNIST %
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Classes Probabilities Classes Probabilities
0: 1.3690612e-07 0: 3.0693724e-07
1: 5.2299930e-07 1 4.4795647e-07
2: 2.9471684e-07 2: .

3: 3.7586258e-07 3: 6.4690407e-06
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Softmax with temperature
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Temperature

low temp high temp
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Knowledgecwdistillation
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Phase 3: Train student network on softened
probabilities
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Distillation loss

a /when T/eg a=0.9,T=8

/

K Dioss(Werngens) = |6 * CrossEntropy o/t
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+1(1 — ) * CrossEntropyh@r®

| Hard targets
Soft targets component
component
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Distillation flow quick recap

1. Train big complex model with T=1 until
satisfied

2. Using a transfer set, with T>1, generate
softened probabilities

3. Use soft targets to train the smaller
model, again with T>1

4, Once trained, switch to T=1 for usual

I i Cognizant
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Does it work ?

Speech Object
recognition detection
@ .5
- C
Adversarial Seguence
defense models
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Frameworks

Nervana Systems Distiller

TensorBoard Sample Application: Training an
Log fiee Image Classifier

Learn2compress

Input Model Output Model
(custom smal & fast
on-device ML model)
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Better together
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Find out more

Caruana et al - Model Compression

Hinton et al - Distilling the knowledge in a Neural

Network

Awesome repo with papers on KD here

Frameworks:

. Learn2compress <-> TensorFlow
. Nervana Systems Distiller <-> PyTorch



https://www.cs.cornell.edu/~caruana/compression.kdd06.pdf
https://arxiv.org/abs/1503.02531
https://github.com/dkozlov/awesome-knowledge-distillation
https://ai.googleblog.com/2018/05/custom-on-device-ml-models.html
https://github.com/NervanaSystems/distiller

